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Abstract: We describe a methodology for programming Web fetch abstractions, which in turn can be used to develop higher level models of Web computation. The technique is based around the use of higher order functions, and allows Web fetch abstractions to be parameterised by arbitrary constraint relationships between Web ‘observables’. Examples of Web observables are elapsed time, transfer rate, and latency. Constraint relationships between these allow specification of failure interpretation in a more concise and flexible way than with traditional means. After describing the methodology, in the interest of pragmatism we present an adaptation of it for object-oriented languages. 
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Introduction

As the Web becomes more important both economically and culturally, there is a growing demand for sophisticated application programs in the domain. Current methodologies and abstractions for programming the Web are formed around programming languages that were not designed specifically for use in this context. This means that the methodologies and abstractions developed with these languages tend to be in mismatch with the non-deterministic and failure prone nature of the Web medium. Problems associated with the lack of appropriate abstraction over non-determinism and failure can only be exacerbated by the current trend towards wireless applications [
]. In this paper, we present a methodology for programming Web fetch abstractions, claiming that it is more suited to the domain.

In developing a set of design goals for our methodology, we examined typical human browsing behaviour, under the assumption that human browsers have evolved effective means of performing tasks (computation) over the Web. Human browsers observe the properties of individual connections, and interpret their failure according to a number of factors. Once failure is assumed, or progress of the transfer is deemed unacceptable, the human browser typically either retries the original query or seeks alternate sources for the required information. The action taken is sometimes dependent on how failure was interpreted. We wish to allow automation of failure interpretation as sophisticated as that employed by human browsers
.

Some approaches to Web computation attempt to treat the Web as an entity by providing a level of distribution abstraction for computation over it. Http is a stateless, query-based protocol, which lies atop a global network of distributed autonomous nodes. Inasmuch as http defines the Web, it acquires all the properties of the global network, and this can make distribution paradigms difficult to implement. On distributed networks with autonomous nodes, certain types of failure are indistinguishable from latency, in particular connection failure [
]. In practical terms, this means that there is a class of Web fetch failures for which detection can only be an approximation – there is never complete certainty that failure has occurred. Due to the difficulty in masking the underlying failure properties of the global network, we do not attempt to provide distribution abstraction
. Rather, our approach is concerned with exposing the failure and non-deterministic properties of individual http connections, so that they can explicitly programmed over. Our methodology provides the means to interpret failure more accurately and in a more flexible manner than traditional means that use connection (latency) timeout.

While effective for simple applications, exclusive use of latency timeout fails to address a large number of potential failures. This paper concentrates mainly on flexibility of failure interpretation, which we deem as the major weakness in contemporary methodology. Our technique allows the specification of failure interpretation based on an arbitrary relationship between any number of constraints.

Contemporary Methodology

For every invocation of a Web fetch, we wish to specify failure semantics. That is, the conditions constituting failure of the operation, and the action taken when failure occurs. For absolute failures, for example when a document or host cannot be found, sensible default behaviour can be exercised, such as raising a system exception. However, when failure is not absolute, for example when a Web server fails to respond within a given period or when document transfer rate drops unacceptably, failure must instead be implied. For such interpreted failures, we wish to specify failure semantics in a general way. 

To generalise the failure interpretation of a Web fetch abstraction, we parameterise it with values that are used to interpret failure by program logic internal to the abstraction. In general, these parameters take the form of constraints on the observables of a Web transfer. For example, we might specify a constraint on minimum rate, to be enforced throughout the transfer, and maximum time for the transfer duration. Logic internal to the abstraction checks these constraints against a calculated rate and time, and automatically raises an appropriate exception on their violation. To complete the specification of failure semantics, we statically
 associate exception handlers with the invocation of the abstraction. These direct flow of control after the detection of failure. A typical implementation of a Web fetch abstraction and its invocation might be as follows. We present all program fragments in an Algol like language with a simple termination model exception mechanism
 that automatically propagates exceptions through the dynamic invocation chain until they are handled.


let webFetch = function(URL url, float minRate, maxTime, maxLatency ( string) 

{

try {

let ip = lookupDNS(url.host)


let soc = openSocketTimed
(ip, httpPort, maxLatency)

} catch(…) throw connectionFailure

let result = “”

//will accumulate document data as it downloads

try {


let startTime = systemTime()

soc.write(“GET ” ++ url.path ++ “ HTTP 1.1“)

while soc.isOpen() or not soc.isEmpty() do {

let t = systemTime()

result := result ++ soc.read(1000)
//read 1000 bytes max

let dt = systemTime() - t

let rate = soc.numBytesRead() / dt
//number of bytes for previous soc read

if t - startTime > maxTime do throw timeoutException

if rate < minRate do throw rateException

} catch(…) throw socketFailure

return result

}

…

let url = new URL(“http://foo.org/”)

let doc = webFetch(url, 10.0, 25.0, 5.0)

catch(connectionFailure) { … } 

…
//catch other exceptions


Such parameterisation performs its function for the case of rate and time in a simple relationship. However, if we wish to imply failure by arbitrarily sophisticated constraints, it is not immediately obvious how we can supply this information to the Web fetch abstraction. Given the observables rate and time, constraints on their dynamic values are generally specified in terms of an ‘or’ relation. That is, failure is implied on violation of either the time or rate constraints. To change this to an ‘and’ relationship, say, there are two obvious alternatives. First, we can modify the internal logic of the abstraction to reflect the new constraint relationship, and by copy and paste implement another fetch abstraction with the new relationship. 


webFetch : function(URL url, float minRate, maxTime, maxLatency ( string)

webFetchAnd : function(URL url, float minRate, maxTime, maxLatency ( string)

…

let doc = webFetchAnd(new URL(“http://foo.org”), 10.0, 25.0, 5.0)


This method duplicates code, and if the relationship is complex, it may be difficult to describe in the abstraction's name, forcing reliance on auxiliary documentation. Moreover, it assumes that the code for the original abstraction is available. The second alternative is to parameterise a single abstraction by the appropriate constraint relationship. Consider the program fragment below.


type constraintRelation is enumeration [ orRelation, andRelation ]

webFetch : function(URL url, float minR, maxT, maxL, constraintRelation c ( string)

…

let doc = webFetch(new URL(“http://foo.org”), 10.0, 25.0, andRelation)


The Web fetch abstraction can be provided with any number of associated constraint relationships defined. However, as the number of constrainable observables increases, the number of possible constraint relationships becomes extremely large. Assuming that the constrainable quantities (such as rate, latency, and time) are all of a single type such as floating point numbers, say, the number of possible constraining expressions is lower bounded by nbi. Here, n is the number of quantities, b is the number of infix boolean operators in the host language, and i is the number of inequality operators. Although many of these permutations are relatively unlikely, such as a constraining expression involving a maximum rate, and many pairs of relationships are equivalent in meaning, it is unreasonable to restrict the programmer to only those constraint relationships that the abstraction designer deems useful. Instead, it is desirable to allow maximum generality, with the specification of an arbitrary constraining expression for each Web fetch invocation.

Higher Order Functions

We present a methodology that allows the programmer to parameterise a Web fetch abstraction with a constraining expression directly. Our methodology involves the use of higher order functions
. We require the following declarations.


type Constraint is function(float latency, rate, time ( bool)

webFetch : function(URL url, Constraint c ( string)


webFetch repeatedly evaluates its constraint parameter while the document downloads, passing to it the dynamically calculated latency, rate, and elapsed time values. It raises an exception if the constraint function ever returns false. The following code implements a Web fetch for which the conditions of failure are met on the truth of an arbitrary expression (italics).


let myConstraint = function(float latency, rate, time ( bool) is

return not (latency > 5.0 or (time > 20.0 and rate < 10.0))

let doc = webFetch(new URL(“http://foo.org/”), myConstraint)


It does this without modifying the Web fetch abstraction. However, in our example, the constraint values are hard coded into the expression. For generalisation, the manifest values in the constraint expression should be parameterisable. We achieve this with a constraint function generator. In this way, any number of specialised constraints can be generated from a single generator template. 


let myConstraintGen = function(float maxLatency, minRate, maxTime ( Constraint) is 


function(float latency, rate, time ( bool) is


return not (latency > maxLatency or (rate < minRate and time > maxTime))

let myConstraint = myConstraintGen(5.0, 20.0, 10.0)

webFetch(new URL(“http://foo.org/”), myConstraint)


The methodology described so far places the burden on webFetch to raise an appropriate exception on violation of the constraint – it checks the boolean value returned by the constraint function and raises an exception if false. However, information is lost since webFetch cannot determine how failure was interpreted. If this information is required at the level of web fetch invocation, we can place the responsibility of raising an appropriate exception with the constraint function itself. In the program fragment below, the constraint function returns nothing, but may raise an exception. webFetch can automatically propagate any exceptions raised by the constraint function to its own invoker. 


let myConstraint = function(float latency, rate, time ( void) is

if latency > 5.0 then throw latencyException 

else if time > 20.0 and rate < 10.0 then throw timeRateException

try webFetch(new URL(“http://foo.org/”), myConstraint)

catch latencyException { … }

catch timeRateException { … }

catch { … }



//catch absolute failures raised by webFetch


In the example, we have embedded the constraint values within the constraint function. However, we can apply constraint generators as before, in order to allow parameterisation by constraint values. The incorporation of exception handling within the constraint completes the means for full parameterisation of failure semantics – what constitutes failure and what action to take on its detection. 

OOP Methodology

Many modern languages used for programming Web applications, notably Java, do not provide higher-order functions. This precludes direct use of the technique described above. However, object-oriented languages allow an approximation of the methodology using dynamic binding. Instead of a function, a constraint is an object with a single method that causes evaluation of the constraint. The following code is an abridged implementation of the object-oriented technique in Java-like syntax. The full implementation is available online [
].


class WebServices {


//in library


…


public static Document webFetch(URL url, Constraint c) 



raises ConstraintException, WebException { … }


…

}

class ConstraintException { … }
//in library

class Constraint {


//in library


abstract void eval(Latency l, Rate r, Time t) raises ConstraintException;

}

class MyLatencyException public ConstraintException { … }

class MyConstraint {


private Latency maxLatency, Rate minRate, Time maxTime;


public MyConstraint(Latency _maxLatency, Rate _minRate, Time _maxTime) {…}


public void eval(Latency l, Rate r, Time t) {



if(l>maxLatency) throw new MyLatencyException(…);



if(r<minRate && t>maxTime) throw new ConstraintException { … }


}

}

…

WebServices.webFetch(new URL(“http://foo.org/”), new MyConstraint(5.0, 10.0, 20.0));


With the object oriented technique, there is more syntactic overhead in the creation of constraints than when using higher-order functions, but importantly, the use of constraints has similar minimal overhead. 

Accuracy of Failure Interpretation

There are two factors that reduce the accuracy of failure interpretation for Web fetches. Firstly, in the context of a Web fetch, the qualitative interpretations of ‘taking too long’ or ‘transfer too slow’ are difficult to make in isolation. That is, without a historical context for fetches of a particular URL, observables are not particularly meaningful. An important concept here is ‘acceptability based on the norm’. Failure should only be interpreted for Web document fetches when their observable behaviour deviates negatively from that which is to be expected. Secondly, use of absolute metrics such as seconds or bytes per-second decreases program portability and potential for mobility. For example, a program written for execution on a system with T1 connectivity will contain manifest constraint values dependent on that network context. An execution of this program on a system with lower bandwidth could not be expected to exhibit the same behaviour. 

Our methodology can be extended so that constraint values are specified relative to a historical context. For example, a minimum rate constraint of 0.5 states that an observable rate at least half of that seen before is acceptable. The historical context for an observable of a URL fetch is an average of previously seen values. Since all constraints are specified relative to this average, absolute metrics are factored out. The number 1.0 is the ‘grounding’ value that indicates normal progress, and the observable value of rate for a Web fetch will fluctuate relative to this. Observation of time is slightly different, since it does not fluctuate. For each observation, we take the ratio of current elapsed time to average overall download time. Across the duration of a Web fetch, the relative elapsed time is monotonically increasing. When its value exceeds 1.0, then the fetch has taken longer than it has on previous occasions, and a value of 2.0 would indicate an elapsed time twice that of the historical context, for example. 

This mechanism can be implemented by augmenting the webFetch operation, in the context of our constraint methodology. On invocation, webFetch first looks up the URL and hostname in a history database of observables. We can index by host for rate and latency, but must index by the full URL for time, since it is dependent on document size. The web fetch abstraction can then calculate the ratio of current observables to historical ones in order to interpret failure relative to ‘what is to be expected’, and independently of absolute metrics. Once the fetch has completed, information about the observables for that fetch can be entered into the historical database. For brevity, we do not include an example here. However, code is available on the Web [3].

Related Work

The service combinator algebra [
] is a formalism intended to make the communications aspect of Web computations more reliable, by making possible programs that mimic typical human ‘Web reflexes’. Services correspond to Web queries, and encapsulate error detection and handling behaviour. Applying combinators to two or more similar services, which may be unreliable, provides a more reliable ‘virtual’ service. Error recovery policy and concurrency are embedded within the combined service. The available combinators allow a range of failure semantics to be specified. As with our mechanism, the fundamental observables are rate, time, and latency. 

The service combinator algebra is not as flexible in specifying failure interpretation as our methodology. The only means of failure interpretation is by the given combinators timeout and rate limit. However, it is possible to express a constraint on latency timeout. Relationships between constraints in the service combinator algebra are always implicitly ‘or’. It is not possible to specify even a simple ‘and’ relationship between rate and time constraints. 

The service combinator algebra has expression evaluation semantics akin to lazy functional languages. However, it also has a notion of time and explicit concurrency
, akin to an imperative language. Any orthogonal embedding of service combinators within a traditional language requires a syntactic and semantic compromise. For example, one exists for Java where services are objects with an eval method, and all combinators static methods of a single class
. 

The limit combinator allows the specification of a constraint on rate for any service. However, when applied to combined services, the limit penetrates the modularity of the combined service, and constrains each of the basic services from which it is composed individually. This compromising of modularity is exacerbated by the presence of nested limits, since they are unified at the basic service level according to which is the most constraining. This means that limits from a high level of abstraction can penetrate the modularity of a lower level abstraction and override its constraint. In contrast, our methodology retains strict modularity, according to the rules of the languages in which it is embedded.

Cardelli and Davies define a programming algebra whose computational model is tailored to programming Web applications, based on the notions of services and service combinators [ref]. The service combinator algebra is a formalism intended to make the communication aspect of Web computations more reliable. It consists of constructs, that when combined can mimic typical human ‘web reflexes’. That is, strategies for handling failure and slow transfer rates such as timeout, retry, and concurrent download, for example.

A service is a high-level language primitive that provides the information of a Web resource. Services encapsulate error detection and handling by abstracting over http. Since services correspond to Web server requests, when invoked they may fail to respond with information, or if they do, it might indicate failure. The information and error output of services can be composed in order to create new services with service combinators, potentially with the introduction of concurrency. The idea is to combine two or more similar services, which may be unreliable, in order to provide a more reliable ‘virtual’ service. Error recovery policy and concurrency are modularly embedded within the combined service. 

After a request has been initiated, and until the completion of a response, the service transfer rate is of interest. Should it fall below a certain level, service failure can be assumed. Another property of services is the time since invocation, which can also help in interpreting the failure of a service. 

The algebra defines three main types of service: url, get, and post, which correspond to simple http document fetch, get, and post respectively. The latter two services may be passed any number of name/value pairs as parameters, and result in a Web request equivalent in encoding to an html form submission. Several service combinators are provided. These allow the programming of reliable services such as concurrent and alternative downloads, delayed repetition, and interpreted failure through rate monitoring and timeout.

· Sequential execution allows a secondary service to be consulted in the case that the primary service fails for some reason. If the secondary service fails, then the combined service also fails. 

· Concurrent execution allows two services to be executed concurrently, both services being started at the same time and the result of whichever completes first taken as the result of the combined service. If both services fail, then the combined service also fails. 

· Timeout allows a time limit to be placed on the execution of a service, with failure being asserted after a given number of seconds. 

· Limit forces a service to fail if its rate falls below a certain amount. A parameter for startup time is allowed since a service typically does not immediately begin receiving data. 

· Repeat repeatedly invokes a service until it succeeds.

· Stall never completes or fails and always has a rate of zero.

· The fail combinator fails immediately.

WebL, or Web Language, is a programming language designed specifically for automating processing tasks over the documents on the Web [
]. It consists of an embedding of the service combinator algebra. Interestingly, WebL provides only two services: GetURL and PostURL. The WebL services take as their first parameter a URL in the form of a string, and an object as the second parameter. On service invocation, WebL marshals the object fields into name-value pairs within an encoded query string, then attempts to fetch the document referenced by the given URL with either the GET or POST method as appropriate. 

WebL extends the applicability of service combinators to arbitrary computations, and incorporates an exception handling mechanism. However, there are several problems with this extension. Primarily, these are a result of allowing unconstrained update in the presence of combinators, and interplay between the exception mechanism and combinators whereby failure information is lost. The design decisions in WebL annul the effectiveness of the combinator algebra as a means for formal reasoning, and impede the process of backward error recovery. Moreover, the extension led to the elision of the limit combinator, due to the designer’s belief that the concepts of rate and latency could not be applied sensibly to arbitrary computation. The focus of our current research addresses the issue of rate for arbitrary computations [
].

Conclusions and Further Work

We have presented a methodology that reduces the burden of programming sophisticated failure semantics for web applications. It is flexible and orthogonal in its application, with little syntactic or semantic overhead in expressing sophisticated failure semantics. The methodology is based around the implementation of constraint function generators, which create functions that are then passed to a Web fetch abstraction in order to parameterise its failure semantics. The function generators need only be written once, and they can be used any number of times in a concise manner. Generators allow constraints to be composed in arbitrary ways, limited only by the boolean and inequality algebra of the host language. 

Our experience from using this technique in developing Web-intensive applications is positive. We have been unable to implement sophisticated failure semantics as concisely with any other means available to traditional programming languages. In addition, we have had positive results with programs that make use of historical relative observables. We executed the same program on systems with T1, 54kbps, and 14kbps connectivity, and found that each exhibited similar behaviour. The only major problem we experienced was concerning failure interpretation by rate. Web transfers tend to have highly variable rate over their duration, especially during periods of network congestion. This meant that failure by rate constraint violation occurred frequently, even when overall transfer progress was good. To overcome this, we applied ‘smoothing’ to the dynamic rate observable, based on a moving average technique. This masked short-term fluctuation while retaining rate trends, allowing more appropriate failure interpretation.

Our methodology can be extended to provide meta-constraints
. Here, constraint generators containing exception handlers take two or more constraint functions as parameters, and with arbitrary logic combine them into a single constraint function. Since constraint functions are all of the same type, they can be ‘augmented’ at any point, 
while retaining their modularity.

The realisation of this programming methodology has led to investigation of a computational domain that consists solely of observation and control. In essence, this domain specifies that each unit of computation has a set of observables, which may be monitored concurrent with that computation and used in the specification of logic for control flow. We generalise the concept of observables to arbitrary computations, by providing default observable values for deterministic computations, such as string or arithmetic operations. This allows us to specify control independently of the type of computation. For example, with a language defined over this domain we can create a constraining abstraction that is parameterised by an arbitrary computation. In a sense, this is the reverse of the methodology described above, where ‘computation’ is parameterised by constraint. Preliminary results in this investigation are available [6]. Whether or not this generalisation allows more flexible specification of failure semantics is the subject of our current research.
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